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Abstract—Reinforcement Learning (RL) boasts the ability of
learning how to determine an agent’s best action given a state.
However, given its need of storing all the information required to
describe the state, its usage is limited to simple problems. When
the knowledge space grows Deep Reinforcement Learning (DRL)
allows handling more complex problems by learning from high
dimensional sensory streams. However, when training aforesaid
methods in fixed environments, they tend to overfit, leading
to failure when applied to different environments. This issue
has been studied and partially solved by involving procedural
content generation to add variety to the training environment, but
the DRL performances drop when the generated content is not
similar enough to the final environment. In this paper we explore
the possibility of using Generative Adversarial Networks (GANs)
to generate an ideal training environment for DRL, generating
content by extracting features from human designed levels and
using an agent in original human designed levels.
The levels produced with GANs showed very good generalisation, producing very humanlike levels with a large variety
and combinations. Our DRL results show that overfitting to a
problem can be positive when the test environment is known, as
training on varied and more difficult levels did not produce better
results on easy levels. We also proved the efficacy of progressive
learning by increasing the level of difficulty only when a certain
performance has been reached, as that was the only method
capable of achieving a learning process in humanlike levels with
complex mazes and patterns.
Index Terms—Deep Reinforcement Learning, Procedural content generation, Generative adversarial network.

is usually the end goal, so that when the model encounters
situations not present in the training data, it would react as
correctly as possible. The goal of this project is to attempt
to prove the efficacy of a targeted generalisation for training
agents using Deep Reinforcement Learning (DRL). Although a
generalisation has already been researched and obtained through
Procedural Content Generation, our focus is to analyse how
the agent’s performance is affected by the usage of different
PCG techniques. In particular, we want to create a training
environment that as close as possible replicates the features
that the agent would face, once trained, in real human designed
levels as we assert it would perform better.
The approach taken in this paper consists of applying the
GANs used by Volz et al.[11] to generate levels for a scenario
presented by Justesen et al.[2] where DRL proved to perform
well, but not excellently. Among the four games presented
by Justesen et al.[2] we chose Zelda to test our hypothesis,
because of the successful and varied tests that have already
been performed and therefore can serve as a valid comparison.
Our hypothesis is that, by training on GAN procedurally
generated levels, the performances of Zelda agents should
equalise or overcome the ones obtained through constructive
level generation, as they combine the advantages of generalisation (against overfitting) and feature reproduction.
II. BACKGROUND AND RELATED WORK

I. INTRODUCTION

A. Reinforcement Learning

In order to efficiently train any form of neural networks,
having readily available training data is crucial. This data can
be either human generated or procedural generated. Generating
enough data through human hand can be a very time consuming
and exhausting task, but would produce content that is verified
and fulfil any given constraints. On the other hand if data is
constructively generated from a rule-set, the data is constrained
directly by the rules and not the human element. Instead of
setting up rules to generate data, a Generative Adversarial
Network can be applied on a set of human made data in order
to produce a large amount of varied data based on the original
features present in the human made data.
When using any kind of data to train any type of a
neural network, making sure the model learns to generalise

Reinforcement Learning (RL) is a machine learning approach
that consists of learning to “take decisions via (positive or
negative) rewards received by their environment.”[12, p. 71]
At a particular point in time t, the agent is on a particular state
s and decides to take an action a from all the available actions
in its current state. As a response the environment delivers an
immediate reward, r. The agent, continuously interacting with
the environment, gradually discovers a policy (π) for selecting
actions that maximise a measure of a long-term reward. The
interactions with the environment occur in discrete time steps
and are modelled as a Markov Decision Process (MDP). [12,
p. 32]
Deep Reinforcement Learning (DRL) allows for extending
the range of problems that can be solved with a RL approach,
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by optimising the choices based on a tiny portion of the huge
knowledge space needed to solve complex problems.

E. Illuminating Generalization in Deep Reinforcement Learning through Procedural Level Generation

“It is clearly necessary to use a compressed representation of the value function that occupies less
memory and also does not require every state to be
visited in order to calculate its value. It can, instead,
calculate it based on neighboring states that have
been visited. In other words, what is needed is a
function approximator, such as a neural network.”[12,
p. 116]

Justesen et al.[2] explores how PCG can be used to increase
generality during agents training, and how manipulating level
difficulty in response to the agent’s performance possibly allows
to achieve better performances. Justesen et al.[2] make use of
four arcade games from the GCG-AI framework to explore
causes and effects of overfitting when training agents through
DRL.
Their results demonstrate that “agents trained on just one or a
handful of levels often fail to generalize to new levels”[2, p. 8]
and that in general “dynamically adapting the level difficulty
during training allows the agent to solve more complex levels
than training it on the most difficult levels directly”[2, p. 8].

B. Procedural Content Generation in Video Games

Procedural Content Generation (PCG) can be used for
creating content using algorithms, with or without human help. F. Evolving Mario Levels in the Latent Space of a Deep
In games, PCG can be applied to create rules, levels, characters, Convolutional Generative Adversarial Network
textures, sound, art, etc. Togelius et al.[10] try to define what
The paper by Volz et al.[11] explains how they trained a
is, and what is not PCG, and comes to the conclusion that:
GAN for procedural level generation for the video game Super
Mario Bros[8]. Their approach “successfully generates a variety
“We can therefore tentatively redefine PCG as the
of levels similar to one in the original corpus, but is further
algorithmical creation of game content with limited
improved by application of the Covariance Matrix Adaptation
or indirect user input.”[10, p. 7]
Evolution Strategy (CMA-ES)”[11, p. 1] used for maximising
This algorithmical PCG has been an important part of many desired properties.
larger games throughout video game history, such as Diablo[1],
III. APPROACH
Path of Exile[5], Minecraft[3], No Mans Sky[4], Terraria[9] and
This
section
describes
the process we went through in order
many more. In the early days of video games PCG was used
to
apply
GANs
content
generation
to the generalised DRL, with
primarily to preserve memory, as levels could be generated
particular focus on the reasons of our choices1 . Overall, our
and forgotten at runtime[7, p. 21-22].
The next level of PCG will in our eyes be a mixture of steps were meant to try improving and expanding the results
constraints set by humans to ensure playability of some degree, achieved by the PCG-based approach used by Justesen et
combined with a form of neural network in order to generate al.[2]. We hypothesise that by supplying the training algorithm
optimal content, it would better learn how agents should interact
humanlike content generated from human generated content.
with human designed levels. It is fundamental to create a
system capable of generating any number of different levels, but
C. Generative Adversarial Networks
making them as similar as possible to what a human designed
Generative Adversarial Networks (GANs) are Artificial level would possibly look like. One problem in the approach
Intelligence algorithms that use unsupervised deep neural taken by Justesen et al.[2] is that PCG is created uniquely by
networks; they have impressive results in reproducing aspects using constructive level generators. Those generators are purely
from images (or anything that can be represented as an image) based on expert knowledge, and use a set of game related rules
2
of a training set. For example, GANs have been used to transfer for the generation process (Constructive-PCG ). This makes
colour or texture patterns to different images, to add or remove them fast and easy to debug and ensures that only playable
details, to mutate objects and shapes, and even to create new levels can be produced.
More specifically, the Zelda generator created by Justesen et
music that sounds like Mozart. Specifically, we will focus on
al.[2]
uses Prim’s Algorithm to greedily generate a minimum
Volz et al.[11] usage of GANs, as they generated playable
spanning
tree for an indirect graph that describes connections
levels for Super Mario Bros[8], similarly to what we want to
among
areas
of the map, and then randomly removes walls
achieve.
and places the player; key, exit door and enemies are placed
in empty cells far from the player, and the number of enemies
D. General Video Game AI Framework
depends on the chosen difficulty. The problem with this
General Video Game AI Framework (GVG-AI) is “an object- constructive approach is that the levels, although becoming
oriented interface for creating agents that can play in any game extremely varied and always playable, are possibly very
defined in VGDL”[6, p. 2]. Video Game Description Language different than what game designers would create. Many features,
(VDGL) is used to define entities and interactions that may
1 The code is available at https://github.com/NicolaZaltron/DRL_GAN
take place within a game. Currently GVG-AI features more
2 The term Constructive-PCG will be used across the paper to refer to the
than 100 games including Zelda.
specific Zelda level generator built by Justesen et al.[2]
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such as peculiar configurations of enemies, disposals of the
walls or the presence of multiple different paths to complete
the level, are simply not used unless specific generator rules
are defined. Furthermore, each game needs a very unique set
of rules.
GANs demonstrates being capable of extracting key features
from its training set, and our hypothesis is that including those
features in the DRL can provide much better results when
those features are encountered by the agent in human created
levels.

The GANs training process generates models capable of
generating latent vectors for new levels. Models are generated
at fixed epochs and used to generate level samples as seen in
figure 1. Given the trend of the learning curve and the total
amount of epochs we defined, models was generated more
often while at few epochs (every 10), and with an exponentially
increasing gap along the process, up to 150,000 epochs. The
samples have size 32x12, while Zelda levels are only 13x9. This
is due to the adaptation of the GAN from Volz et al.[11], that
produced 32x12 Super Mario Bros[8] level segments. Despite
the larger size, it is noticeable how the GANs are capable of
A. Modifications of Mario GANs
quickly learning to generate levels having the desired width
In order to create the Zelda level generator, we used the and height in less than 100 training cycles and how they then
existing CMA-ES based algorithm implemented by Volz et change over time. Initially it only generates noise, but it quickly
al.[11], appropriately modified to be applicable to any game. learns to shape the noise into actual Zelda levels that only cover
The specific encoding used for Mario levels allows to be easily the correct area and correctly places walls and other elements.
modified and re-used for different games, so the changes needed
Several tests have been made in order to define when to
to accomplish the creation of Zelda levels are mainly related stop the training of the model. The quality of the models is
to width and height of the levels. In order to directly work evaluated by checking random samples generated at increasing
with levels that are usable within the GVG-AI framework, the training epochs as shown in figure 1. The results showcased a
characters that the algorithm uses as input had to be changed. logarithmic learning curve, very fast to adapt to the desired level
Making a system capable of generating levels for any game shape and then slow to improve. However, the presence of some
would be achievable by increasing the possible number of bad samples occasionally occurring forced us to overestimate
characters that the GANs use as input, so that it would also the training cycles to a value that seemed to be stable from
work for games that use more types of tiles. Each type of tile half of its training. Therefore, since neither changes nor errors
encoded with an ASCII character in the textual representation have been spotted within samples obtained from generation
of the level is uniquely mapped to a numerical identity, as 100,000, we decided to stop at 150,000.
described in table I and II.
Tile type
Solid/Ground
Breakable
Empty
Full question block
Empty question block
Enemy
Top-left pipe
Top-right pipe
Left pipe
Right pipe

Symbol
X
S
?
Q
E
<
>
[
]

Identity
0
1
2
3
4
5
6
7
8
9

Fig. 1: Visual representation of sample levels extracted while
training the GAN. The samples are respectively from epochs:
10, 20, 50, 100, 500, 10,000.

TABLE I: Mario encoding.
Tile type
Wall
Empty
Key
Exit door
Enemy 1
Enemy 2
Enemy 3
Player

Symbol
w
.
+
g
1
2
3
A

Identity
0
1
2
3
4
5
6
7

TABLE II: Zelda encoding.
In order to have variety and diverse degrees of difficulty and
map topologies among the generated levels, a corpus of 45
levels have been manually designed. These vary in terms of
number of enemies and walls, positions, and involve interesting
patterns such as symmetrical mazes, multiple rooms separated
by walls, long and narrow corridors, as well as simple open
spaces.

The models were then used to generate two sets of levels,
namely GAN_0-3 and GAN_h45 containing respectively 1,383
and 44,789 unique levels. The difference in amount of levels
generated depends on the model’s capability of producing fewer
duplicates, and will be further discussed in section IV-A.
The following models have been generated:
Model_0-3 trained on human designed levels 0, 1, 2, 3.
This model is meant to be compared to Justesen et al.[2]
results, as they trained an agent using each and only those
four levels, and testing it against human levels 0-4. This
model is expected to generate levels similar to the four
used for making it, so that an agent trained on these should,
similarly to the agents trained on those four specific levels,
tend to overfit to them.
Model_h45 trained on a set of 45 levels designed by us;
these do not include the five original human designed
levels3 used by Justesen et al.[2], to ensure that the model
3 The five original levels can be found at https://github.com/GAIGResearch/
GVGAI/blob/master/examples/gridphysics
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is not learning anything directly from the levels it will be
tested on.
B. Zelda Level Definitions

further analysis later in the project, it was clear that the GAN
generated way too few levels in our category of few walls.
This relationship can be seen in figure 3, where each difficulty
is represented by the total amount of levels generated. It is
clear that the difficulties 2, 4, 6 and 8 are far from being even
remotely close to an even distribution of levels having few
walls with more enemies and levels having many walls and
less enemies. In result section VI-B we will explore why this
is important.

All generated levels are initially tested for playability, and
then exported as text files in separated folders, appropriately
binned based on their difficulty to allow the progressive
learning process used for the agent’s training. The playability
requirement ensures that the following conditions are satisfied:
• levels must be entirely surrounded by walls.
• levels must count exactly one player avatar, one key and
one exit.
• both key and exit must be reachable from the avatar’s
position.
Data about the ratio of playable levels over the generated
ones is presented in section IV-A.
The difficulty of a level is only determined by the number
of walls and enemies, since these are the only factors that can
prevent the agent from reaching the goal and lose the game.
The exact measure of difficulty is shown in figure 2: levels
having difficulty 0 and 1 do not contain enemies and are only
separated by the number of walls, as that is a simple metric
to evaluate the complexity of the maze. Difficulties 2 to 8 are
based on both number of enemies and number of walls. Levels Fig. 3: Amount of levels generated for each difficulty binned
containing more than 4 enemies are classified as difficulty 9. with amount of walls as shown in figure 2.

The difficulty scale we propose is different from the
constructive generator created by Justesen et al.[2]. We wanted
to experiment with a more humanlike difficulty curve, as the
GAN produces more humanlike levels. We tested three sets of
1,000 levels from Justesen et al.’s Constructive-PCG produced
from three different difficulties (0.0, 0.5 and 1.0) and classified
them in our difficulty scale, as seen in Table III.

Fig. 2: Visual representation of how difficulty is assigned to
GANs-generated levels. The x axis represents the number of
walls in the level, the y axis the number of enemies. The
numbers inside the coloured areas are the difficulties assigned
to those specific configurations. The more enemies, the more
difficult a level is considered; among levels with the same
number of enemies, the more walls, the more difficult the level
is.
Late during the project we noticed that the level distribution
within the 10 bins was not as we had expected. Initially we
had done comparisons in the amount of levels contained in
each difficulty, to ensure we had a somewhat even spread,
which apart from difficulty 0 seemed fine. Though, upon

Test set
Difficulty PCG 0.0 PCG 0.5 PCG 1.0
0
69.0%
1
16.7%
2
12.0%
59.7%
3
2.3%
12.2%
4
23.5%
5
4.6%
57.8%
6
7
41.2%
8
9
N.P.
1%

TABLE III: Comparison of difficulty scales. N.P: Not Playable
Extrapolating from this, the difficulty scale we propose is
significantly harder than the difficulty used by Justesen et al.[2].
This is however only a pseudo measurement, as for example
wall count does not take into account their placements which
can significantly alter the difficulty of a level, but the more
walls the higher the possibility of a more difficult level. It is
also interesting to note that 1% of the PCG 1.0 levels were
incompletable as the key and/or door were not reachable.
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Fig. 4: Random samples of different difficulty levels extracted from a set of ~45,000 playable levels produced using GANs
(trained on exactly 45 human designed levels).

every time the agent wins, loses, or spends more than
1,000 turns5 in a level.
GAN_h45: An agent is trained on a series of levels
randomly picked from set Model_h45. Like GAN_0-3,
a random difficulty is first picked, and a random level
having that difficulty is used. A new level (with random
difficulty) is picked as in GAN_0-3.
PGAN_h45 (Progressive GAN): An agent is progressively trained on levels with adaptive difficulty from set
Model_h45. The difficulty is continuously adjusted by
increasing or decreasing it based on the agent’s score.
This allows to continue training on levels the agent is not
good at solving yet, before proceeding to more complex
mazes or increased number of enemies.
QPGAN_h45 (Quick Progressive GAN): Exactly as in
PGAN_h45, an agent is progressively trained on levels
with adaptive difficulty from set Model_h45. The two
training environments only differ in terms of learning rate,
so that in QPGAN_h45 the ratio of modification of the
difficulty parameter is higher. This makes the training
potentially faster, but risks to increase the difficulty too
quickly due to randomness in the agent’s actions rather
than ability of solving mazes. While the learning rate in
PGAN_h45 is 0.0002, in QPGAN_h45 it has been set to
0.01, equals to the one used in PPCG by Justesen et al.[2]
SPGAN_h45 (Spread Progressive GAN): An agent is progressively trained on levels with adaptive difficulty from
set Model_h45. The difficulty is continuously adjusted by
increasing or decreasing it based on the agent’s score. This
training differs from PGAN_h45 by not always training
on the current difficulty the agent has achieved; instead
a difficulty spread is introduced, and levels are picked
from a Gaussian distribution centred on that difficulty.
SPGAN_h45 is designed to facilitate the agent to preserve

C. Zelda agent performances
The score4 assigned to an agent at the end of a level is
calculated by:
score = 2 × e + k + g − d
where

e
k
g
d

:
:
:
:

Number of enemies killed
Key collected (max 1)
Goal reached (max 1)
Death (killed by enemy, max 1)

This means for example that a level with three enemies will
have a maximum score of eight. This might make the agent
prefer killing enemies and care a lot less about a level being
completed, although killing the enemy for points first does
secure a safer level to explore.
D. Training
Once the GANs-generated levels were produced and exported, the project from Justesen et al.[2] have been adapted
to train the agent using them, instead of only generating new
levels using the constructive level generator.
Four Zelda agents have been trained on four different scenarios, in order to determine whether or not the hypotheses were
valid. The tests are made in order to be directly comparable
with the ones reported by Justesen et al.[2]. Due to time and
computational resource constraints, only one agent has been
trained for each of the configurations:
GAN_0-3: An agent is trained on a series of levels
randomly picked from set Model_0-3. A random difficulty
is first picked, and a random level having that difficulty
is used. A new level (with random difficulty) is picked
4 Scores

are retrieved from the VGDL description of the game,
available at https://github.com/GAIGResearch/GVGAI/blob/master/examples/
gridphysics/zelda.txt

5 According to Liu, Jialin. (2017). The Single-Player GVGAI Learning
Framework Technical Manual. Retrieved at https://www.researchgate.net/
publication/320877710_The_Single-Player_GVGAI_Learning_Framework_
Technical_Manual
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memory of what is learnt, instead of potentially discard
what has been learnt in easier levels while trying to solve
more complex ones.

B. Deep Reinforcement Learning Training Analysis

We have generated plots of the training to review how
well the training has gone, as shown in table 7. The training
IV. RESULTS
processes that involve non-random difficulty change show
both a blue line representing the average score and a red
A. GANs Performances Analysis
Regarding the quality of the GANs generated levels, they line representing the difficulty. The score line also shows the
seem very likely to represent patterns and features contained standard deviation from the average.
Figure 7a is the result accomplished by Justesen et al.[2]
in the training set. Unlike the PCG levels from the constructive
and
will be used as a comparison to our results. In figure 7a
generator built by Justesen et al.[2], our levels seem to produce
it
seems
like the agent is learning how to complete somewhat
many more levels featuring symmetries, shapes and patterns
easy
maps
in the first quarter of the training period, and then
that are likely to be found in the human designed levels used
quickly
scales
up to the hardest difficulty over the next quarter,
for training the models. Some examples are shown in Figure
while
also
getting
an increase in its score.
5.
The
learning
curve
obtained by Justesen et al.[2] is in stark
By applying Principal Component Analysis (PCA) we have
contrast
to
our
progressive
training on GAN-generated levels
reduced the levels to two dimensions. This reduction allows
(GAN-h45)
shown
in
figure
7b. In PGAN_h45 in fact every
us to compare GAN-PCG to Constructive-PCG, as well as
time
the
agent
reaches
a
new
difficulty
there is a visible setback
the 5 original human designed levels from GVG-AI and the
in
the
average
score
achieved
by
the
agent,
that slowly adapts
45 levels we designed. PCA is a statistical procedure for
to
solve
the
newly
assigned
difficulty.
However,
once the agent
converting a set of high-dimensional data points that possibly
reaches
difficulty
6
it
seems
unable
to
learn
that
complexity,
have correlated dimensions, into a set of values of linearly
despite
the
slight
score
increase
at
the
end,
which
might be
uncorrelated variables. Figure 6 shows the PCA performed
because
of
two
reasons:
either
it
started
learning
very
slowly
on: the 5 original human designed levels, the 45 additional
or
it
started
overfitting.
This
interruption
in
the
learning
might
human designed levels, every level contained in Model_h45
seem
strange
at
first,
as
the
only
difference
between
difficulty
6
and Model_0-3, 3,000 Constructive-PCG levels (1,000 levels
and
difficulty
2
and
4
in
our
scale
is
the
amount
of
enemies
(is
having difficult 0, 0.5 and 1 respectively). The PCA distribution
was calculated once and then visually split up to make it easier as shown in figure 2). However, a more accurate analysis of the
to differentiate the different models, so the space is the same in level binning suggested a possible reason for this difference:
each of the subfigures. It is very clear that the levels produced as earlier mentioned in figure 3, difficulty 6 levels in particular
by Model_h45 covers a much wider area than any other set, were not as evenly distributed as expected. That bin was
translated as a higher degree of variation in level construction. supposed to contain both levels with few walls and three
Figure 6k clearly shows how Model_h45 covers the whole enemies, and levels having many walls and two enemies, but
space where the 45 levels are distributed, and figures 6a to as shown in figure 3 only contains one with few walls, and
6j show the relative coverage for each difficulty. Figure 6l is 7,011 with many walls and two enemies.
a very good example of how the GAN adapts to its training
Figure 7c refers to QPGAN_h45. Having a learning rate
set, since the area is much more limited when only trained much higher than in PGAN_h45, means that more difficult
on levels 0 to 3. Figures 6a to 6j show the area covered by levels are introduced earlier in the process. It can be noticed in
Constructive-PCG levels of different difficulties, and figure 6p fact how a good first score - maybe due to pure randomness is useful to visualise the difference in coverage between the caused the difficulty to directly jump from 0 to 4. This caused
Zelda levels generated by Justesen et al.[2] and our models the agent to get stuck, facing too difficult levels for its degree
Model_h45 and Model_0-3.
of skill, and never achieving an average score higher than
In order to evaluate the efficiency of the GAN models we 0.5 until the very end of the process, where it probably just
tested their outputs for playability, duplicates and unplayable started overfitting by memorising the exact actions taken in
levels and found:
already-seen levels.
Model_0-3 produced 14,000 levels among which 98%
Figure 7d refers to SPGAN_h45. The motivation for this
were duplicates. The 2% unique levels were classified by setup was driven by the results accomplished by the PGAN_h45
75.4% as unplayable and 24.6% as playable.
and QPGAN_h45, and this modification is designed to reduce
Model_h45 produced 14,345 levels among which 39.4% one of their possible weaknesses. Granted that incremental
were duplicates. The remaining 60.6% unique levels were difficulty learning was proven as a good approach by Justesen
classified by 80.6% as unplayable and 19.4% as playable. et al.[2], we noticed a substantial difference in how we move
As expected the playable/unplayable ratio is similar but the through the difficulty curve: our agents were only trained on
model trained on more levels (45 instead of 5) is capable of levels having the exact difficulty currently reached, while in
computing many more unique levels. This suggests that with Justesen et al.[2] the level assignation is somewhat spread
an even more numerous corpus of training levels it might be around the desired difficulty, due to a degree of randomness
possible to export a much higher amount of unique procedurally within the level generator. SPGAN_h45 tries to emulate the
created levels.
process by assigning the agent a level chosen based on a normal
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Fig. 5: Some clear representations of how GANs learnt to reproduce advanced patterns, featuring symmetrical shapes (first 6
samples) as well as corridors, rooms and oblique passages (last 6 samples).

distribution around the current difficulty. As an example, if
the agent has reached difficulty 3, it would be trained on
difficulties 1,2,3,4,5 with most of the levels being of difficulty
3, some 2 and 4, and a few 1 and 5. The expected outcome
is an agent capable of maintaining memory of what is learnt,
instead of risking to overfit to a certain degree of difficulty
completely overwriting the policy used to reach that difficulty.
Figure 7d shows a clear analogy to figure 7b, since there are
significant drops every time new difficulties are introduced.
What is interesting is the slightly lower standard deviation that
is probably due to the presence of easier levels in the training.
Both the score and the difficulty trends are very close to the one
obtained by PGAN_h45 as they also temporarily stop learning
when difficulty 6 is reached. The spread levels assignment does
not hence introduce any significant improvement, except having
a slightly less erratic score trend. It would be very interesting
to train the agent with 100M steps or more, to understand if
and when the final score increase can be enough for reaching
difficulty 7 and over.
In GAN_h45 the agent is trained by assigning a random
level from a specific randomly selected difficulty each time the
agent completes or fails one. As in figure 7e, it is noticeable
that, similarly to what seen in QPGAN_h45, there is no real
learning process. The average score is in fact always between
0.4 and 0.5, meaning that the agent either did nothing, killed
an enemy and died, or collected the key in most of the matches.
The positive score is therefore attributable to pure randomness
rather than any kind of learnt policy.
Lastly, figure 7f shows the trend of the score of the GAN_0-3
training. This experiment is used for an accurate evaluation
of the effect of generalisation using GANs over ConstructivePCG. Since in [2] the effects of overfitting and generalisation
come clear when training on exactly four levels (0,1,2,3) and
testing on both the same and other levels, we replicated the
same scenario with the addition of the GAN-based PCG. The
GAN’s model is therefore trained only with the original human
level 0-3, and the resulting procedural-generated levels are
randomly picked while training the agent. The expectation
is to create a more general policy that should be capable of

achieving good results in those 4 original levels and perform
poorly on others, but being less prone to overfit overall. What
figure 7f showcases is that the agent successfully learnt in
three main phases: during the first 20M steps the agent slowly
learnt by failing and getting an average score of 0, while in the
subsequent 20M steps a steep learning process made the agent
reach an average score of 3. After that period, the last 20M
steps have shown a constant increase in score, up to 4, that is
approximately half of the max score reachable in those levels
by killing all the enemies and reaching the goal. A good sign
is that the positive trend has been kept along the whole process
and did not seem to be stabilised yet at 60M steps, so if trained
longer the model could have potentially have achieved even
better results.
C. Deep Reinforcement Learning Test Analysis
The results of the tests that have been run to evaluate the
efficacy of the aforementioned training methods are shown in
table IV.
We will analyse our results by comparison with the results
obtained by Justesen et al.[2]. When relevant we will analyse
some of the performances with the ones obtained from a
previously extracted model at specific timesteps, precisely
20M, 40M and 60M. Due to time constraints we have not
been able to continue the training to 100M steps, as each of
them would have needed approximately one extra week on the
used machine.
The first interesting comparison in the 60M steps group is
between Level 0-3 and GAN_0-3. The first model reaches scores
very close to the maximum in levels 0,1,2,3, as expected since
it is trained directly on those levels. Its performance is also not
terrible in level 4, as well as in PCG 0.5 and PCG 1, which
means that by training on only four levels the agent slightly
learned how to generalise and solve also different problems.
On the other hand GAN_0-3, that would be expected to learn
generalising more as it learns from a whole bunch of levels
similar, but not exactly equal to 0,1,2,3, performed worse on
every front. A probable explanation is that since it was not
trained directly on those four levels it could not reach the same
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a) Model_h45, difficulty 0.

b) Model_h45, difficulty 1.

c) Model_h45, difficulty 2.

d) Model_h45, difficulty 3.

e) Model_h45, difficulty 4.

f) Model_h45, difficulty 5.

g) Model_h45, difficulty 6.

h) Model_h45, difficulty 7.

i) Model_h45, difficulty 8.

j) Model_h45, difficulty 9.

k) Model_h45, 45 h-levels.

l) Model_0-3, levels 0,1,2,3.

m) PCG, difficulty 0.

n) PCG, difficulty 0.5.

o) PCG, difficulty 1.

p) Model_h45 (red), Model_0-3
(green), PCG 0, 5 and 10 (blue).

Fig. 6: Principle Component Analysis of all levels used throughout this paper. All levels were part of the same transformation
and analysis and only visually split up to make distinctions through sub-figures possible.
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Score
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Score

4
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0
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1.5
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a) PPCG as in [2].

0.5

0

1.0
0.8
0.6
0.4
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0.2
Difficulty
2
4
6 0.0
1e7
Steps
d) SPGAN.

1.0

1.0
0.8
0.6
0.4
Score
0.2
Difficulty
2
4
6 0.0
1e7
Steps

0.5
0.0
0

c) QPGAN.

4

0.5

Score

Score

1.0

1.5

b) PGAN.

Difficulty
Score

1.5

1.0
0.8
0.6
0.4
Score
0.2
Difficulty
2
4
6 0.0
1e7
Steps

Difficulty

1.0
0.8
0.6
0.4
Score
0.2
Difficulty
0.5
1.00.0
1e8
Steps

Difficulty
Score

6

0.0

2

0.5

0
0

2
4
Steps
e) GAN_h45.

1e7

0

2

Steps

4

6
1e7

f) GAN_0-3.

Fig. 7: Smoothed mean scores and level difficulties during training across five repetitions of Progressive PCG in Zelda for
subfigure a but only one repitition for subfigure b, c and d which represents training on GAN produced levels. Difficulty is
shown in a continue scale from 0 to 1, but is used to pick levels of the closest difficulty in our 0-9 scale in PGAN, QPGAN
and SPGAN.
performance in those exact levels. What is surprisingly bad
are the performances on level 4, PCG 0.5 and PCG 1; we
assume that the agent learnt how to specifically beat variations
of 0,1,2,3, overfitting to a very confined group of problems,
that does not necessary include the original levels 0,1,2,3. What
is very interesting is the leading of this approach when tested
on GAN_0-3 test set, since its score is much better than any
other controller; this means that the agent learnt how to get
the best out of the training set as a whole, at the expense of a
slightly slower score in the exact four target levels. A striking
detail is the trend regarding the ability of the model to solve
sample levels from GAN_h45 0; in fact an average score of
1.20 is unexpectedly good at only 20M steps, but then the
capability of solving easy levels got lost as the agent started
overfitting to GAN_0-3 levels. This caused the score to plunge
to 0.33 at 60M steps, the worst value among all the agents
trained on GAN levels.

on very easy levels. This is probably because those levels are
the only ones that are possible to be learnt, but they are played
only 10% of the times making the process much more difficult.
V. P ROGRESSIVE M ODEL C OMPARISONS

QPGAN is, as expected from what has been seen in figure
7c, performing poorly within all the test environments. The
only average score above 1 has been achieved against very easy
levels extracted from its own training set (GAN_h45 0). As the
score curve was almost completely flat it is not surprising to
see that the same overall pattern was achieved after only 20M
steps, with very little variation.
An interesting fact clouded in the data is that the agents
trained by us seemed to struggle learning to kill enemies and
seemingly just attack at random, which would explain the
variety in the scores registered when generating table IV. The
standard deviation of the tests registered values usually between
A more general policy was expected to be learnt by 1.5 and 3, which is quite large. In most of the tests there were
GAN_h45, as it should not overfit to a small group as GAN_0- a lot of deaths before any points had been collected, resulting
3 does. However the results are particularly bad, since at in a score of −1.0, where in the same test the agent would
60M steps GAN_h45 is only slightly better at solving levels score maximum or close to a few times, but rarely a score in
from GAN_h45 0 and PCG 0.5, which both have very open between.
spaces without enemies where random movement alone should
Overall, PPCG has proven the best progressive training
guarantee a score close to 2. The scores are very similar at approach at solving both PCG levels and levels 0,1,2,3, however
20M and 40M steps, showing a very slow learning curve only PGAN_h45 has the best performance on level 4. The reason
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is probably because all these test environments are within the
space covered by the PPCG training levels, so the training
algorithms encountered a much smaller subset of problems to
adapt to. Since the levels produced by GANs are more varied
and difficult to master, the policies learnt by PGAN_h45 and
SPGAN_h45 probably never converged to solutions that are
good on that specific subset, as they try to optimise a much
larger space.
We were unable to assert the performance of PPCG on
samples from the GAN generated levels and the levels we
designed due to not having access to the models used by
Justesen et al.[2]. We hypothesise that the PPCG model would
perform much worse than PGAN_h45 and SPGAN_h45 due to
the more narrow training spectrum.
VI. DISCUSSION
A. Direct Implementation of GANs into Training

completely changed the learning process of PGAN, QPGAN
and SPGAN: starting introducing many enemies early in the
process with very easy mazes might have caused the agent
to perfectly learn how to kill them, so that the increase in
difficulty could then be only determined by the complexity of
the maze.
It is not trivial to determine whether or not different scales
could have worked better, and it is therefore an open question
for further research. Using PCA like seen in figure 6 could
potentially be a way to attempt a revision of our proposed
difficulty scale.
C. Deep Reinforcement Learning Rewarding Policy
An additional possible improvement has to be found in the
rewarding system used by the DRL itself: as explained, the
agent gets 1 point for getting the key, 1 for reaching the door
and 2 for each enemy killed. This inevitably affects what the
agent tries to obtain in a level, making it more likely to choose
a risky policy to get close to enemies rather than completing
the level by getting the key and reaching the door.

Due to the nature and purpose of this research, a proper
integration of the GANs within the GVG-AI environment has
not been achieved, as not strictly needed for the attainment
of the desired results. However it is worthwhile to notice that
a more sophisticated method can be implemented to directly
interconnect content generation with the training algorithm. D. Expanding to other Games
This would allow to make the level creation process more
Although the used GANs is hard coded to use tiles and sizes
adaptive to the training needs, directly creating a random level
of Zelda levels, it can be adapted to fit a variety of games.
of a specific difficulty or featuring specific features rather than
This adaption would allow the production of large sets of
picking it from a previously generated set.
humanlike levels for games that involve different mechanics.
The integration would also ensure complete independence
These levels can perhaps help facilitate an understanding of
from the JAVA code used for rendering levels, training and
potential encountered issues while training are due to the
playing Super Mario agents by Volz et al.[11] so that only the
training algorithm or the training levels.
GANs, core of the PCG process, would need to be adapted
and integrated.
E. Variations of Progressive Training
B. Difficulty Scale
The proposed PGAN, QPGAN and SPGAN have clearly
As previously discussed, the 10 degrees of difficulty we
proven how an approach can produce very different results
have designed are very different from the degrees of difficulty
when applied under slightly different circumstances, so several
that Justesen et al.[2] create with their constructive generator.
other variations can be further explored. As an example
Beyond the comparison of the two scales, an important
we might stop incrementing the difficulty when a certain
discourse should be made regarding what is perceived as
threshold is reached, allowing the agent to continue training and
difficulty. Human perception can in fact be dramatically
subsequently master such difficulty. Another variation could be
different than what is actually difficult for a DRL agent to
to increase the max difficulty, but also continue assigning easier
learn:
levels to the agent from all the range of previously mastered
• Humans might have difficulty in making quick choices
difficulties. Since QPGAN performs dramatically worse than
and real time actions, while an AI agent can have full PGAN using the exact same approach with the only distinction
control of the exact instant for taking an action.
being the learning rate, it is very likely that this area of work
• Humans can quickly notice the solution of a 9x13 maze,
can lead to much better results if further researched.
while an agent is very likely to get stuck in local
maximums while trying to reach a specific point.
F. Increasing Deep Reinforcement Learning Training Time
• Difficulty is very likely to be based on the topology of
the maze and positions of the enemies, rather than just
There is an upward going trend in the end of both the score
the number of walls and enemies. However such heuristic and difficulty towards the end of the training of PGAN, QPGAN
is not trivial to be determined by expert knowledge.
and SPGAN shown in figure 7b, 7c and 7d which potentially
Our assumptions made us design a difficulty system where the could lead to more promising results. We did not have enough
more enemies in the level, the more difficult it is supposed compute time to explore this further, but increasing the levelto be for the agent to complete the level due to increased space the agent has to learn will most likely also lead to this
risk of dying. On the other hand, a different scale could have increased requirement in training time.
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Training
Max.
Random

PCG 0.5 PCG 1 Lv 0
4.40
6.87
8.00
0.38
0.22
0.26

Zelda Results
Lv 1 Lv 2 Lv 3 Lv 4 GAN_h45 0 GAN_h45 4 GAN_h45 9 GAN_0-3
8.00 8.00 10.00 8.00
2.00
6.00
10.00
10.00
0.17 -0.11 -0.07 0.18
-

20M steps:

GAN_0-3
GAN_h45
PGAN_h45
QPGAN_h45
SPGAN_h45

0.73
0.40
0.70
0.13
0.66

0.77
0.63
0.63
0.10
0.27

-0.16 0.13 -0.33 -0.07 0.03
0.07 -0.47 -0.30 0.10 -0.10
0.63 0.43 0.00 0.60 1.20
-0.37 -0.33 0.23 -0.07 -0.07
0.93 0.30 0.23 -0.40 0.63

1.20
0.86
1.80
1.40
1.93

0.07
0.30
1.00
0.77
1.13

-0.13
0.07
-0.10
-0.40
-0.40

0.00
-0.16
0.00
0.00
0.00

0.50
0.13
1.07
0.03
0.73

-0.01
-0.40
0.93
0.07
-0.10

1.43
-0.33
1.17
0.17
0.77

0.48
-0.3
1.60
-0.40
1.33

0.03
1.10
1.83
0.93
1.86

0.00
0.63
1.20
0.43
1.13

-0.67
0.1
0.60
0.23
0.20

3.87
0.33
1.13
0.30
1.07

0.28
0.56
1.98
3.45
0.27
3.44
0.63
0.90
1.33
0.27
1.16

0.51
0.07
2.37
4.00
3.56
4.28
0.44
0.13
0.20
0.16
0.43

6.97 -0.45 -0.53 0.07 -0.58
-0.51 0.99 0.04 -0.35 5.93
6.95 7.17 7.20 8.17 1.91
2.21 2.28 0.92 2.27 0.15
2.40 1.37 1.49 2.88 -0.62
2.67 3.35 2.43 1.89 0.96
1.38 5.26 4.29 5.21 0.13
-0.33 0.20 -0.10 0.03 -0.47
0.19 2.66 1.33 0.29 1.41
0.73 0.27 0.07 0.43 1.30
0.97 0.73 0.16 1.70 1.60

0.33
1.23
1.77
1.43
1.93

0.23
-0.07
1.07
0.40
1.6

1.17
0.10
0.10
0.10
0.43

4.30
0.17
1.23
0.07
1.00

3.05
3.82

4.38
4.51

2.49
2.71

-

-

-

-

40M steps:

GAN_0-3
GAN_h45
PGAN_h45
QPGAN_h45
SPGAN_h45

3.92
0.33
2.00
0.67
0.60

2.67
-0.23
0.03
-0.03
0.20

3.04
0.47
0.33
0.47
0.23

60M steps:

Level 0
Level 4
Level 0-3
PCG 0.5
PCG 1
PPCG
GAN_0-3
GAN_h45
PGAN_h45
QPGAN_h45
SPGAN_h45
100M steps:

PCG 1
PPCG

1.54
3.74

1.18
2.84

2.04
1.90

-0.29
0.88

TABLE IV: Results from Justesen et al.[2] with addition of the results found in this paper for comparison. Each row represents a
trained model extracted after a specific step, indicated at the beginning of each grouping. Columns represent the test environments
used for obtaining the indicated mean score. We follow the table setup as in Justesen et al.[2]: “Test results of A2C under
different training regimens: a single human designed level (Level 0 and Level 4), several human designed levels (Level 0-3),
procedurally generated levels with a fixed difficulty (PCG 0.5 and PCG 1), and PPCG that progressively adapts the difficulty
of the levels to match the agent’s performance. Random refers to results of an agent taking uniformly random actions, and Max
shows the maximum possible score”[2, p. 6]. Red scores mean that the test level is in the training level(s). Blue scores mean
that the GAN model used to train the agent was also trained on the test level(s), but the level is not directly included in the
agent’s training. The best scores for a game, that is not marked red, are in bold.
Each training setting from Justesen et al.[2] “was repeated four times and tested on two sets of 30 pre-generated levels with
difficulty 0.5 and 1”. The reported score for each test set is the average across 30 runs/play-throughs for each trained model. On
the other hand, each of our training setup is only trained once due to time constraints, but is tested under the same conditions
as Justesen et al.[2] used.
The results we got from Justesen et al.[2] are shown in italics to differentiate them from ours.
The table also shows results from our trained agent, precisely GAN_0-3, GAN_h45, PGAN_h45, QPGAN_h45 and SPGAN_h45.
We repeated the same tests for our agents, but we also added others, exactly one for each of three fixed sets of 30 levels
generated from GAN_h45 and having difficulty of exactly 0, 4 and 9. Those tests are named GAN_h45 0, GAN_h45 5 and
GAN_h45 9 The last column represent the test on a fixed set of 30 levels extracted from GAN_0-3.

VII. CONCLUSIONS

symmetries, rooms and corridors in the 2D maps, similarly to
what was present in some of the training levels. Despite the
We have explored the possibility of involving non- very promising corpus of produced levels, the performance of
constructive PCG in Deep Learning, that would allow to not the DRL did not show improvements. This can be due to many
require the setup of a constructor for any new game once the factors such as the increased complexity of the levels, since it
GAN will be well integrated within the training environment. is possible that the algorithm used for training simply can not
The levels produced by the GANs have also clearly shown the learn such a complexity.
presence of human designed features such as the presence of
Moreover, fine-tuning the GAN and using more and/or better
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levels in the creation of the model might also improve its
performance and add even more variety to the generated levels.
We also proved the efficacy of progressive learning when
levels are particularly difficult, as both PGAN and SPGAN
achieved much better results than GAN_h45. Furthermore,
several techniques are still unexplored in the progressive
training of the agents: as described in section VI-E small
variations of the approach could potentially lead to extreme
increases of the agent’s performances.
Lastly, we would suggest as further work to try different
training algorithms other than A2C - perhaps an algorithm
that can be more prone to react to changes in the environment
might work better than A2C that in our case seems only be
trying to keep memory and use information of already explored
situations.
In fact the agents seem to be acting much better in open
environments, where many paths can lead to the goal. On
the contrary most of the levels generated by the GANs are
very maze-like, where only one complex path leads to scoring
points. Similarly, the agents seem trying to kill enemies at
almost random moments, even if there are not enemies in the
level or they are not reachable, suggesting that the rewarding
system has not been capable of producing a clear policy for
killing enemies.
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